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• Auditors do not rely mechanically on GenAI advice. They differentiate clearly
between high-quality and low-quality recommendations.

• How AI performance is communicated matters.

• High stated AI accuracy increases reliance only when advice quality is low.

• Interface and disclosure design choices warrant careful consideration and
testing. 
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• Auditors do not rely mechanically on GenAI advice. They differentiate clearly between

high‑quality and low‑quality recommendations.

• How AI performance is communicated matters.

• High stated AI accuracy increases reliance only when advice quality is low.

• Interface and disclosure design choices warrant careful consideration and testing.

Generative AI systems (“GenAI”) can provide auditors with natural-language recommendations 
that resemble professional advice. Such tools have the potential to support audit judgments. 
However, a lack of transparency in their processes and reasoning also raises practical questions: 
when, and to what extent, should auditors rely on AI-generated advice? 

Because GenAI recommendations are not directly explainable, auditors must rely on indirect 
cues to assess credibility. In practice, a key indirect cue is AI performance. Firms and software 
providers commonly disclose stated accuracy levels, either framed in terms of accuracy (“the 
AI system is 95% accurate”) or in terms of error (“the AI system has a 5% error rate”). Framing 
AI performance in terms of either “accuracy” or “error” may affect auditors’ reliance in 
unanticipated ways. 

The key issue for audit practice is whether these performance cues support appropriate 
calibration. That is, auditors should use sound advice but remain skeptical of weak output. In 
this practitioner report, we summarize evidence from an experimental study with practicing 
auditors examining the effects of stated accuracy and performance framing on reliance on high-
quality and low-quality GenAI advice. Our findings show that performance communication 
influences reliance decisions, with implications for the design and implementation of GenAI 
in judgment-intensive audit tasks. 

Study design 

To examine reliance on GenAI advice in an audit-planning context, we conducted a controlled 
experiment with 161 practicing auditors (with an average of 5.2 years of experience). 
Participants completed two realistic planning cases in which a hypothetical, firm-approved 
GenAI system provided recommendations about audit risk and audit effort. Across participants, 
we manipulated how AI performance was communicated by varying stated accuracy (low 
versus high) and framing (accuracy versus error rate)1. Within participants, we manipulated 
advice quality by presenting one case with professionally reasonable advice and one with 
flawed advice containing typical AI errors. Auditors then made an engagement-relevant 

1 Specifically, AI performance was communicated as either 79% accuracy, 91% accuracy, 21% error, or 9% error. 
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planning decision by allocating audit hours for the substantive testing of accounts receivable 
and contingent liabilities. We measured reliance as the extent to which auditors’ planned audit 
hours shifted toward the AI recommendation relative to a prior-year benchmark. 

Advice quality, stated accuracy, and framing effects 

Our results show that auditors’ reliance on GenAI advice is deliberate rather than mechanical 
and reflects both advice quality and performance communication. Auditors relied 
substantially more on high-quality than on low-quality recommendations. When advice 
was professionally reasonable, auditors moved their planned audit effort toward the AI 
recommendation. When advice was flawed, reliance was markedly lower, indicating that 
auditors evaluate the substance of AI output rather than following it uncritically. 

The results also show that stated AI accuracy affected reliance asymmetrically (Figure 1). 
Higher stated accuracy increased reliance only when advice quality was low. In these cases, 
auditors moved closer to flawed recommendations when the system was described as highly 
accurate than when accuracy was lower. Conversely, stated accuracy did not increase reliance 
when advice quality was high, suggesting a calibration concern whereby performance claims 
increase reliance primarily when skepticism is most warranted. 

Performance framing (accuracy versus error rate) did not produce a consistent main effect on 
reliance. A surprising result emerged in the high-quality advice condition: When stated accuracy 
was high, reliance was lower under accuracy framing than under error framing. Although 
tentative, this finding suggests that very high accuracy claims, particularly when framed 
positively, may sometimes prompt greater scrutiny rather than greater reliance. 

FIGURE 1 
Observed Reliance on AI advice   

 

 
 

 

 
Observed effects of advice quality, stated accuracy, and performance framing on reliance. Reliance 
is measured using a weight of advice metric, which reflects how far auditors adjust planned audit 
hours toward the GenAI recommendation relative to a prior-year benchmark. A value of 0 indicates 
no reliance (benchmark retained), 1 indicates full reliance (AI recommendation followed), and 
intermediate values indicate partial reliance. Values are bounded between 0 and 1 for analysis. 
  

Implications for audit practice  

Our findings have relevant implications for the use of GenAI in judgment-intensive audit tasks. 
First, auditors clearly differentiate between high- and low-quality AI advice, indicating that 
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reliance on GenAI is not mechanical. In our experiment, auditors adjusted their planned audit 
effort in ways that reflected underlying advice quality, suggesting that GenAI recommendations 
are incorporated into planning judgments rather than followed uncritically. 

Second, the results highlight that the way AI performance is communicated shapes auditors’ 
reliance on AI. High stated accuracy increased reliance on low-quality advice, indicating that 
performance claims can influence auditors’ evaluations of GenAI recommendations when 
advice quality is not directly observable. Emphasizing headline accuracy metrics may therefore 
heighten the risk of overreliance on advice that appears plausible but is substantively weak. At 
the same time, reliance on high-quality advice remained relatively strong even when stated 
accuracy was lower, providing little evidence that auditors penalize a system when performance 
is communicated more conservatively. Taken together, these findings suggest that careful and 
balanced communication about system performance may be beneficial, allowing firms to 
support appropriate use without overselling GenAI capabilities. 

Third, the limited and sometimes counterintuitive effects of performance framing indicate that 
small differences in how performance information is presented can shape auditor judgment in 
non-obvious ways. These results suggest that interface and disclosure design choices warrant 
careful consideration and testing, rather than assumptions that more positive or more cautious 
framing will systematically improve decision quality. 

Finally, our findings underscore the importance of governance practices that shape how auditors 
interpret and use GenAI output. Because reliance is sensitive to how performance information 
is communicated, policies and guidance governing the presentation and interpretation of GenAI 
performance metrics may play an important role in ensuring that GenAI functions as a decision 
aid rather than a substitute for professional judgment. Overall, careful communication of AI 
performance is essential to encourage appropriate reliance and avoid overconfidence in low-
quality output. 
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